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Executive Summary
State departments of transportation are increasing the rate at which they collect data and
improve interactions between wildlife and highways. We built upon previous research and
relationships with states DOTs and their partners to improve the functions and services of the
data management website (http://wildlifeobserver.net) built in the first phase of this multiphase project. Agencies operating camera trap systems to monitor wildlife have stressed that
several aspects of data collection and analysis were particularly challenging: 1) false triggers on
camera traps creates many hours of unneeded work for analysts, wasting DOT resources, 2)
being able to identify species automatically, especially common ones, would be a significant
advantage and cost-saving, 3) automated services for image processing and management
would reduce staff time commitments.
We used this input in formulation of the present project and in designing various services
associated with the project. We developed an image processing service
(https://wildlifeobserver.net/imageid), based on artificial intelligence processes to identify
images that contain an animal (or human, or vehicle) and that can identify deer in images. This
service includes versions that can intake very large files (16 GB) suitable for use with SD cards
from camera traps. We estimate that the 2 instances of the tool available, running at full
capacity, can save >$800,000 in analyst costs per year. Each additional instance would add
another $400,000/year in potential cost-savings. We built services for analyzing videos of
animal behavior (https://wildlifeobserver.net/behaviorid), increasingly seen as important for
understanding animal interaction with roads. Finally, we created a tool that analyzes groups of
images to determine if they are related (i.e., of the same animal(s) and if an animal traversed a
wildlife crossing, the most critical ecological outcome of these structures.
This report constitutes a portion of the project output. The remainder is available through the
CamWON web-system (http://wildlifeobserver.net), including publicly-accessible projects
(some are private, http://wildlifeobserver.net/projects), help materials (written and video,
http://wildlifeobserver.net/help), materials from webinars
(http://wildlifeobserver.net/resources), a selection of images from different projects
(http://wildlifeobserver.net/gallery) and a partial list of partner organizations
(http://wildlifeobserver.net/partners).

Purpose
The goal of the project was to continue institutionalizing contemporary environmental
monitoring methods within DOTs and their partners as a part of project planning and
effectiveness management. We focused on wildlife monitoring, but developed and used tools
that are transferable to other areas of environmental assessment and management. Te
objectives were to: 1) Maintain and improve the existing web-system for management of
camera trap images, including adding services to flag animal “events” and to analyze videos of
behavior; 2) Develop image processing tools that flag “false positives” (images without animals)
and identify deer in images; and 3) Use DOT staff relationships to ensure that the tools meet
their needs and provide training for new DOT staff users.
This report describes the findings from testing and analysis steps for the project.

Introduction
Motion-triggered cameras were first used to photograph wildlife in the 1890s (Hance, 2011),
but only after the advent of infrared triggers in the 1990s have been used to investigate animal
occupancy. Contemporary cameras are digital, include daytime motion-triggering, night-time IR
triggering, a range of controllable settings to improve image collection in different
environments, and low power-usage. They typically store images locally, with a subset capable
of sending image files via commercial cell networks, or wifi to available field computers. Camera
traps are increasingly used to monitor wildlife and environmental conditions. They are most
critical for monitoring use of wildlife crossing structures built to protect wildlife migration and
driver safety. This evidence of the return on investment in crossing structures is critical
information for state DOTs. Other important uses of camera traps include: 1) monitoring animal
behavior next to and crossing of un-fenced roadways, 2) detection of wild or domestic animal
crossing of cattle guards and entering roadways, 3) real-time detection of flood events, and 4)
security of remote infrastructure.
The first phases of the project focused on automated data movement from cell/wificommunicating cameras to the web-system. This phase focused more on data processing steps
in the web-system. The overall goal across both phases was to increase the automation of data
collection, management and analysis with the idea that this would lower costs for state DOTs
and increase their rate of environmental surveillance.
One of the largest barriers to the systematic use of remote cameras has been -- what to do with

all the photographs? These range from real-time images from communicating cameras, to
millions of images from large camera arrays across several years (e.g., WSDOT’s monitoring of

the I-90 wildlife crossings). Images from communicating cameras brought into a web-based
data management system must be automatically and rapidly attributed and organized to be
useable by DOTs. When data are manually uploaded, they must be similar organized, but the
work is ore associated with the sheer volume of image files. Turning image data reliably into
information for decisions must therefore be rapid, reliable, and scalable.
The pervasiveness of camera traps for environmental monitoring means that a large legacy
database is being rapidly developed at many agencies. However, this is seldom an intentional
exercise based on pre-established workflows and anticipation of very large datasets that must
remain managed to be useful. The problem of database decay when the architect leaves/retires
is a persistent problem for many agencies and types of information. This phenomenon is one of
the main reasons that the field of informatics and in particular web-informatics developed.
There are hundreds of “web-informatics” based databases for various kinds of environmental
data. The Registry of Research Data Repositories has >270 entries (https://www.re3data.org/),
including image-based repositories. These rage widely in architecture, basis in standard rules,
and relative interoperability (review: Amorin et al., 2017). Individual research programs are
more frequently, consciously developing and reporting their workflows and data management
systems (e.g., Finkel et al., 2019).

Field Sites
Testing cameras at real remote locations is an important step in determining if the system(s)
designed can be field-deployed. The systems described were operated in field conditions for a
year or more. One critical feature of field-testing is developing relationships with potential
users in each DOT District. Through the last months of the project, we were successful in
continuing to engage new DOT partners to broaden the scope of field-testing. We alerted DOT
staff to opportunities that our systems provide, not least of which is monitoring wildlife-vehicle
collision mitigation sites that may not have had previous monitoring.
Field sites were chosen to represent the range of likely conditions that DOT staff would face in
similar future monitoring. This range includes, but is not limited to: 1) wildlife-mortality/safety
mitigation sites, 2) existing structures not intended for wildlife crossing use, 3) wide bridgeunderpasses, 4) culvert underpasses, 5) very rural areas, and 6) more developed areas near
urban centers.

California
In earlier Phases and the current project we worked with District staff (District 2,3,4,7, and 8),
demonstrating the use of cell/wifi communicating cameras, the web-system, and camera
trapping strategies. We used cameras in multiple Districts both as a communication tool with
staff and to collect data to develop the system. In general, staff understood the importance of
advanced camera systems, real-time collection and processing of data, automated tools for
data management and analysis, and long-term maintenance of very large datasets. However,
they were also trained as wildlife biologists or ecologists, had no personal experience with
much technology beyond camera traps and manual data entry, and were usually senior/midcareer. There seemed to be little likelihood of their direct uptake of the systems we developed.
In contrast, consultants working with Caltrans were interested and had started to use the beta
version of the image processing tool prior to the end of the project and Caltrans project
managers were supportive of that approach. They also used CamWON to track progress in
wildlife monitoring.

Figure 1 Locations of field
sites in California, Caltrans
Districts 2,3,4, 7 and 8).

Colorado
During the first phases of
the project, we partnered
with CDOT and CDNR staff
by providing cellcommunicating cameras
and creating a project on
CamWON. They have used
and maintained cellcameras continuously
throughout the project in 4
locations, 2 wildlife over-crossings, 1 under-crossing across state highway 9 (Figure 2).

Figure 2. Field sites at over and
under-crossings across state
highway 9 in the Arapaho
National Forest west of Denver.

Images from these cameras were available by email and on the project website on CamWON.
Because of this, project managers knew when moose, elk, and bighorn sheep first used the
structures. Images from project cameras are still used regularly by CDOT/CDNR to discuss
success of the crossing structures. In addition, because images were available immediately,
minimum counts of wildlife use of each structure could be rapidly made and shared. In
comparison, a parallel comprehensive
count of wildlife use took up to 6
months longer than our counts.

Nevada
A new site was initiated in NV,
associated with a NVDOT project
looking at ways to reduce horsevehicle collisions on NV439/USA
Parkway. The project uses LiDAR to
detect wild horses approaching the
highway. We have been using video
cameras in association with the LiDAR
to look at horse behavior as they
approach the highway.
Figure 3. Field sites at NV439/USA Parkway,
indicated with orange circles.

Approach Used
Web-based Informatics and Workflow
Web-based information management systems use rules to organized data collection and
management in workflows to meet analytical or decision-support requirements. There are
hundreds of large scale data repositories organized around informatics principles
(https://www.re3data.org/), though the actual principles and rules that form the foundation of
each can vary (Amorim et al., 2017; Glatard et al., 2017).
We used the web-system developed in the previous phase as the basis for the current system
with additions to the workflow. Images flow from the cameras through manual and machineintervention pathways to the database (Figure 4).
Figure 4. Flow of
images from
camera to
database.

The development of web-system and camera technologies are described in the previous project
report (https://wildlifeobserver.net/content/final-project-report-phase-i). In summary: 1) we
developed a website for managing camera trap projects which included the ability to upload
wildlife camera photos, including an image processing queue which built observation records
based only on the image and its metadata; 2) we built a “bulk upload” tool that allowed a user
to upload a zip file of images obtained from an SD card to the camera position on the websystem; 3) a parallel pathway processed images from cell and wifi-communicating images, as if

they were uploaded by a human; 4) the system then automatically developed records from
each image to which the user could add animal-related information (“tagging”); and 5) other
project related information could be added (e.g., environmental data, reports) to create a
complete record of the camera trap project.
We found that the uptake of specific technologies varied widely and possibly with the existing
technological capacity of the entity. Certain DOTs (e.g., CO) took to the cell-communicating
technology immediately and still have the original cell-cameras deployed with ~4 years of
continuous use. Certain contractors resisted the image processing and analysis technology
strongly, possibly due to a perception that it would reduce their project work. These tended to
be independent contractors with an existing practice. Other contractors immediately took to
the technology and sought to insert it into their workflow. Because it is likely that cameras and
image processing technologies are likely to continue advancing, there may be a selection and
adaptation process that DOTs and their contractors go through. It seems unlikely that the
approach of manually-intensive camera systems and image processing, with data maintained in
opaque spreadsheet and desktop system will persist.
The sections below describe specific major management and analyses services instituted in
CamWON (https://wildlifeobserver.net) during the current project. These include services
specifically designed to assist users in operating the system, image analysis for presence of an
animal, a video tagging tool to analyze animal behavior, and a method to determine which
images are related and of the same animal from the same or multiple cameras (e.g., during a
crossing event).
Web-System Management Services

We maintained and improved the functioning of the core web-system. We added a feature
where groups of users can be associated with each other under a single project. Due to security
limitations, we cannot currently allow users a high level of privileges on the web-system,
beyond controlling their projects and group membership. We continued to make improvements
to the species listing approach used so that it is consistent with universal naming and code
conventions. This allows users to export data and use them in concert with species data from
other sources.
Currently the web-system is maintained on a server within a cluster of other servers. Its data
are “reflected” in another server so that if the server were to go down temporarily, or
permanently, all data and analyses that users had uploaded would be protected. The new
imageid service immediately posed a computational resources issue. Because of the complexity
of the artificial intelligence model it runs, the system is constantly on. Therefore, we moved
imageid to a separate server so as protect the functioning of other parts of the web-system.
During the latter part of beta testing, there were two programs continuously using the service,

one with ~50 cameras and the other with >200 cameras. Just these two programs consumed
most of the available server function for several days at a time, about once per month. Because
analyses are queued on a first-come, first-served basis, the only interference between the two
programs use of the service was in having to wait for other analyses to be completed. We
created a duplicate system to handle larger files and between the two instances of eventid, we
think that we can process close to 60,000 images per day. Each additional instance would
require server space, but could handle an additional 30,000 images per day.
Image Processing Service

We investigated a wide range of image processing and analysis tools to find an approach that
could: recognize an animal as a distinct and separable object compared to a background and
correctly identify an animal as a deer. We tried the published R package MLWIC (Tabak et al.
2018), which is dedicated to the training and automated identification of animals in camera
trap imagery. Contrary to the authors’ claim, this tool was not able to correctly classify animals
in images we used to challenge the system.
Ultimately, two different tools were developed and tried in alpha and beta testing. The first was
an artificial intelligence-based approach developed by Microsoft (MegaDetector) and can be
used to detect animals, people, and vehicles in images. The second was a custom AI tool we
developed based on a Keras library, which is related to Google TensorFlow, which was trained
to detect deer. Initially both were included in a single combined tool, however testing
demonstrated that the deer-identification tool was accurate under specific circumstances was
not suited to broad use by novel users. The final tool only includes the MegaDetector analysis
and is available at https://wildlifeobserver.net/imageid. The workflow underlying the final tool
implementation is shown in Figure 5.

Figure 5. Workflow for integrated false-positive detection schema. Input/output shown in
orange, preprocessing steps in blue, image masking in red, and analyses in green.
Microsoft MegaDetector
We developed two websites where users can interact with the photo analyses tools we
developed (ImageID and ImageID+). Both sites allow the user to upload a .zip file containing
images for analysis, the difference is that ImageID+ uses allows uploading of very large files, up
to 16 GB, or the size of a standard SD card. The tool process these images to determine
whether or not an animal is present, how many animals are in the photograph, and whether a
person or a vehicle is also in the photo. These last two attributes are still experimental.
The websites were built using Drupal 8, an open source PHP-based web framework. Drupal 8
runs on top of Symfony, a high performance Model-View-Controller (MVC) framework which
provides standard base web libraries. Using Drupal 8, and by extension Symfony, provides a set
of best practices which can be followed to help ensure the website is secure. Third party
modules as well as the framework itself requires management, namely the upkeep and
installation of the latest stable version of the various libraries, which ensure the website is
secure and up-to-date. Both ImageID and ImageID+ run PHP version 7.2 and the web pages are
being served by an Apache2 webserver. The site runs on a virtual machine running Ubuntu
Linux Server and is physically running at one of UC Davis' data centers.
ImageID and ImageID+ use a priority queue to track file uploads through the analysis process.
The queue is processed on a first-come, first-served basis and is the mechanism that drives the

workflow of the website and tool. Registered users add analyses via the web interface, and are
able to track their analyses, including downloading the product of analyses and delete them.
Individual uploads to the system have contained over 3000 images, which can take the tool a
few hours to process. Currently, only two analyses can be processed simultaneously due to
computer resource limitations. Once an analysis finishes the record is marked “completed”, and
it is removed from the queue. Depending on the status of the analysis, the script will update
the web interface with the new status (mark as “processing”, “completed”, or “possible issue”)
depending on the appropriate action.
The virtual hardware which we use to run the websites cannot support certain CPU instructions,
which are required to run some of the image analysis libraries, such as Google's Tensor Flow.
We, therefore, have to run the image analysis applications on hardware where this instruction
set is available, so we use “containers” on the server hard drive, which have more direct access
to hardware than virtual machines, as a way to separate program logic and execution. We
created a container and installed the necessary tools inside the container to run the analyses.
Using containers helps to manage the versions of the software libraries needed for the analysis,
as well as being able to be easily moved to different computing environment for additional
processing power, if needed. The container was set up based on a standard Ubuntu 18.04
Server operating system image. Inside the container, we installed R, Python3, and the all
libraries which these images analysis tools required. One of the tools, MLWIC, runs under
Anaconda 3 (which is a conglomeration of tools, including Python3 and R), so we used this
framework to run all three tools.
The result of the analysis were returned within a delimited text file (.csv) where each analyzed
image name appears in a row, and the columns convey the information about each image.
“filename” -- The name of the image analyzed.
“animal” -- Contains a value of 1 if an animal is in the photo, 0 otherwise.
“no_animal” -- Contains a 1 if no animal is present, 0 otherwise. This field is simply a logical
negative of the previous field.
“animal_count” -- An estimate of the number of animals found in the photograph.
“people_count” -- An estimate of the number of humans (people) in the photograph
“vehicle_count” -- An estimate of the number of cars or trucks in the photograph
The tool returns a .zip file which contains only animal photos, based on the results of the
analysis. Non-animal images are deleted. During 2 months of beta-testing and “soft-release” of
the tools, ImageID and ImageID+ analyzed 152,398 images in 135 batches uploaded by 9 users
from state agencies (AZ, CA, CO, ME, WA, VA), and found that 10,526 contained animals while
141,872 did not. The results so far indicate that the presence/absence tools functions very well
(>95% accuracy). Whether or not this is a typical distribution of animal presence/absence in

camera trap images, it does illustrate the time saved when running this tool. Considering, on
average, a human takes several seconds to look at a photo and decide the course of action to
take, this tool has saved almost 100 hours of analyst work during beta testing. The system can
process ~58,000 images/day between ImageID and ImageID+, equivalent to ~48 hours of
analyst time per day (assuming 3 seconds per image). At $50/hour, the tool can saves users
~$2,400/day, or >$882,000/year.
Keras Deer Identifier

To investigate the capacity for pre-processing steps to facilitate learned identification of falsepositive triggers in camera trap imagery, we trained two sequential neural networks using a
binary classification system indicating either “no new object” (0) or “novel object present” (1).
We sought to compare the accuracy of two different types of neural networks: a dense, fully
connected simple model with only a few layers, and a convolutional 2-dimensional model with
several convolutional layers in addition to dense layers. The model was trained and tested using
three data types, each independently: raw camera trap imagery (resampled to minimize RAM
load), binary foreground segmented imagery, and images masked to isolate deer in the images.
We used the Tensorflow implementation of the Keras Sequential model to flatten imagery then
pass data through several hidden layers before producing a binary classification for animalcontaining and empty imagery. For the simple dense model, we used a hidden dense (fullyconnected) layer (n = 64), a dropout layer to prevent overfitting (rate = 0.1), another hidden
dense layer (n = 32), and finally a dense output layer (n = 2). With small training datasets, too
many trainable hyper-parameters led to poor model performance with low accuracy and a
consistently high validation loss. For the 2-dimensional convolutional neural network (CNN), we
stacked 6 hidden 2-dimensional convolutional layers with a MaxPooling step between each on
top of two dense layers (n = 32 and 1, respectively) with a 50% dropout rate to reduce
overfitting.
Neural network testing was conducted using night and daytime imagery from several camera
positions in Colorado (thanks to CDNR and CDOT) and Arizona (courtesy Arizona Game and Fish
Department). We selected imagery from camera positions that featured images containing
mule deer and images containing no animals. We trained the model on a random sample of
75% of the dataset and preserved the remaining 25% for testing. The model was trained for 25
cycles (aka, epochs).
We found that when pre-processed imagery from many camera trap scenes was combined,
model predictions from the simple dense neural network were only 71% accurate in classifying
images from camera views not used in training. After 25 epochs, the CNN model achieved
93.5% accuracy on raw imagery from cameras used in training (Figure 6A). This is likely due to
the confounding effect of scene variability among camera views. Preliminary evidence suggests

that model accuracy may be improved when training and testing are performed using imagery
from a single camera (Figure 6B). This may be due to simplified background expectations
associated with a single static camera scene. The Keras CNN model took 0.1 second to analyze
one image, suggesting that if it was trained to one camera view, it could very rapidly identify

A

B

Figure 6. Accuracy and loss of binary 2-dimensional CNN model after 25 epochs of training.
A) Accuracy of deer classification for model trained with 25,000 images from 12 camera
positions. B) Accuracy of deer classification in new images for model trained with 200
images from one camera position and tested with images from same position.
deer with ~95% accuracy and thus be useful in vehicle and road-side driver-warning systems.

Animal Event Identification Service

Camera traps are often set to obtain multiple “burst” images of an animal. This helps to
understand movement, identify an animal otherwise difficult to identify from one image, and
potentially track behavior. In addition, camera traps are used to understand if wildlife actually
cross through mitigation structures, their primary function. The challenge associated with these
important features is the amount of time associated with determining if multiple images from
one or many cameras are of one animal essentially doing one thing (e.g., crossing through a
structure). We define this as an event, which can have one to many images associated with it.
We created a service called “eventid” that is able to conduct 3 important types of automated
analyses: 1) determine if multiple images are associated with the same animal or group of
animals moving within a defined time “window” (Figure 7, Event Type 1); 2) carry out the same
analysis as (1), but for multiple cameras adjacent to each other (Figure 7, Event Type 2); and 3)
compare image(s) from one side of a wildlife crossing structure to determine if animals are
crossing through (Figure 7, Event Type 3), the ultimate desired outcome for these structures.

Figure 7. Event types based on clusters of images from one camera (Event Type 1), multiple
cameras (Event Type 2), and from cameras on either side of a crossing structure (event Type
3).
For one camera (Figure 7, event type 1), sequential images that are within a certain time
interval apart in time (set by user), are grouped as one event. For example, if a deer was
standing foraging, or thinking about walking through a structure for a while, then all of the
images taken could be assigned to one event, vs. each image representing a different animal.
Assuming that the date and time are set correctly across multiple cameras, when the images
are combined into a list, photos taken of the same species within the same minimum interval
(e.g., 10 minutes) can be considered the same animal (event type 2) and can be combined into
one event The algorithm used by the web-system considers each image, and if the next
image(s) is/are within the time interval set by the user, and the species is the same, that image
is included in the event and the time interval is reset. For the extreme case, you could have a
large herd of animals pass in front of a camera, each animal less than the time interval apart,
but maybe taking one hour for the entire herd to pass. This would be considered a single event
in the system.
The third type of event this system calculates is called a location event (event type 3). Location
events are calculated when there are cameras positioned on both sides of a crossing structure,
or are otherwise related to each other. In this scenario, cameras are likely a little further apart
from each other and separated by a barrier (the road). It’s also possible to have a camera

situated in the middle of the structure. Location events are the most critical to transportation
biologist as this type of event will indicate whether or not animals are using the structure. This
is an important metric often needed to justify the crossing structures existence, and
(un)successful crossings may help justify additional structures or other wildlife mitigation
measures. Only with location events can the user determine if an animal crosses a road using
the structure, versus being repelled.
Once users register for an account on eventid, they can upload a CSV of observations and
receive back several CSV files of processed single-camera events, multiple-camera group
events, and location events. The result files do depend on the observations input, so it is
possible that only single-camera events apply to a given input.
We designed eventid to be as flexible as possible when it comes to uploading observation data.
We make the assumption that everyone's data will be a little different, and we try to handle
those differences on the event input form. One of the main differences will be the ordering of
data in the uploaded spreadsheet. Some may have the date and time in the first column, some
may break up the date and time into separate columns, or place the dates in the fourth column.
The tool handles this by giving the user a way to tell the system what type of data is in which
column (Figure 8). Column numbers start at 1, and 0 is used to tell the system that this data is
not present.
Eventid was developed with Drupal 8, an open source web framework built with PHP. Drupal is
a popular content management system, and provides the capability to customize and configure
a Drupal instance in many ways to support many contexts. At the heart of this tool is a Python
application which runs the event models and produces the results (CSV files). The application
has a lengthy set of command line parameters which can modify how the tool works and
performs. This provides the flexibility needed for the various use cases which can appear in the
field. The website calls this Python script and uses the values the user enters in the form to
construct the command line parameters appropriately. This includes the order that the column
appears in, the minimum interval between events, and the file of observations to analyze.
Depending on the number of images, this tool can return results in less than one minute.

Figure 8. View of the form used to initiate an eventid analysis. The “Column Mappings” is
where the user will enter the column number in their spreadsheet that corresponds to
certain kinds of important information (e.g., time of image).

Animal Behavior Analysis Service

One of the mechanisms for how wildlife respond to roads and traffic is through their behavior.
Understanding wildlife behavior is key to both reducing wildlife-vehicle collisions and to
increasing the effectiveness of mitigations, such as wildlife crossing structures. There is a wide
range of literature describing how wildlife behave in response to different stimuli and how to
use instantaneous activity (e.g., running, foraging) as a measure of behavior and response to
human activity. One software commonly used to code and analyze wildlife behavior is BORIS
(Behavioral Observation Research Interactive Software; http://www.boris.unito.it/; Friard and
Gamba, 2016). With BORIS, the user tracks different animal activities in a video and records the
start and stop time of each one. Certain activities can be grouped into behaviors, such as

locomotion or vigilance. This allows the users to compare the activities of multiple individual
animals with a condition (e.g., use of a crossing structure). We use the activity codes and
recoding strategy in BORIS to develop a behavior analysis tool on CamWON
(https://wildlifeobserver.net/behaviorid). The advantage of this web approach is that the user
does not need to download and install the BORIS software onto a desktop and can use the websystem version at will and share analyses with others more easily.
The Behaviorid website provides a tool for registered users to annotate videos with animal
activities at various time intervals. Data is collected, stored, and can be exported as a CSV for
further analysis. The tool is a repository of annotations of animal videos, and was built with
Drupal 8, an open source framework for developing websites.
To annotate a video, the user opens a new video annotation form on the website and then
plays the video file showing animal activity using an external service such as YouTube or
desktop software. As the video plays, the user notes the start and stop time (in seconds) of the
various activities the animal displays. Upon completion a table is generated alongside a graph
showing the proportion of each activity, relative to each other. Once the video is completed
and the annotation saved, the tool provides an export mechanism (CSV text file) so the user can
use any statistical package they choose to further analyze your data.
Each video annotation contains a general set of fields, as well as the video annotation fields
which can be added based on the types of activities. The general fields include the name of the
annotation, or an analysis title chosen by the user. The filename or website URL can be entered
into a field to keep track of which video is being annotated. Lastly, besides the annotations
themselves, the record also has a field where the user can enter the animal species. Many of
these fields can be left blank, as it is up to the user to decide how much metadata to enter.
This tool uses a global species list downloaded from ITIS (https://itis.gov), an authoritative
taxonomic resource. We downloaded the entire ITIS database, and then extracted all terrestrial
vertebrates (amphibians, birds, mammals, and reptiles) down to the species level. This
produced a list of over 31,800 species, and because this is a global list, users from around the
world can find the species they are studying. We chose not to add sub-species to the list,
although additional sub-species can be added manually upon request (if a researcher needs to
assign their annotation to a sub-species).
This tool graphs video annotations and annotation summaries, specifically the total time (in
seconds) of each activity and activity category (Figure 8). It uses billboard.js, a Javascript
graphing library, which is based on the popular Javascript visualization library, D3. The

billboard.js library focuses on a subset of graphing styles and functions, but provides them in a
more general context for a wide range of use cases.
The web framework provide several way to summarize the data that is entered. In additional to
looking at each video annotation individually, the tool can summarize all annotations into a
single table. This is also true if you call out individuals, or ones with names, in annotations. The
system will summarize all annotations, combining activities across multiple videos, making it
possible to look at the overall behavior rather than the isolated activities in a single video.

Figure 8. Example display of video annotation results from analysis of a single species’
activity. The table shows the record of activities from a single video. The graph shows the
results for this video, but if several videos for a species were analyzed, the graph could show
results for all videos.

The user can create as many sets of annotation fields as necessary, based on the content of the
video.
•
Time From: Start time of the animal activity, relative to the start of the video.
•
Time To: Time when the activity ends
•
Duration: This field is automatically calculated and does not appear on the user
interface.
•
Individual: This field tracks an individual animal, as some might have GPS collars, distinct
markings, or other identifier. This feature may not be useful for all studies and projects and can
be left blank.
•
Activity: Select an activity from a drop down list, based on the table below (Table 1).
This tool summarizes across activity and their respective activity categories.
•
Notes: You can enter research notes for each annotation.
Table 1. List of supported behaviors and their definitions. The list was adapted from BORIS
(http://www.boris.unito.it), with a few additions and modifications. If a user needs a behavior
not listed, we have the ability to easily add it.
Behavior

Category

Description

Cross

Locomotion

The point at which an animal enters the underpass.

Repel

Locomotion

The point at which an animal turns away from the
underpass.

Walk toward

Locomotion

Walk in the direction of the underpass.

Walk out

Locomotion

Walk in the direction away from the underpass.

Idle

Locomotion

Animal is standing still.

Walk

Locomotion

Walk without a purposeful direction.

Trot

Locomotion

Animal trots in any direction.

Run

Locomotion

Animal run in any direction.

Fly

Locomotion

Animal flies, likely into or out of the view frame.

Carry object

Locomotion

Specify whether this is an offspring or a prey item.

Jump

Locomotion

Animal jumps.

Rest

Locomotion

Animal is lying or sitting down.

Eat

Foraging

Animal is visibly masticating.

Drink

Foraging

Animal has head to the ground, visibly taking in liquids.

Groom

Physiological

Animal is grooming.

Defecate

Physiological

Animal is defecating.

Urinate

Physiological

Animal is urinating.

Allogroom

Social Interaction Groom a conspecific.

Vocalize

Social Interaction Auditory cues to conspecific.

Aerial scan

Vigilance

Upward movement of head while looking at
surroundings.

Terrestrial scan Vigilance

Downward movement of head while looking at
surroundings.

Ear twitch

Movement of ear(s) indicative of being alert.

Vigilance

User-Training
We carried out remote user training in several main ways: 1) resources were developed on the
web-system, including associated with each tool or service (http://wildlifeobserver.net/help); 2)
webinars for state DOTs and others demonstrate the systems
(http://wildlifeobserver.net/resources); and 3) presented the project at Transportation
Research Board and ICOET conferences. During the entire project, we worked closely with new
and continuing users of CamWON, as well as new users of the services developed under the
current project. Part of the training was during beta testing of the “ImageID” tool, used for
determining if animals were present in images. Part of our commitment to these products is
continuing support and education for users, as well as periodic outreach to the potential user
community to alert them to the presence and utility of the tools.

Literature
Amorim RC, Castro JA, Rocha da Silva J, Ribeiro C (2017) A comparison of research data
management platforms: architecture, flexible metadata and interoperability. Univ Access Inf
Soc 16:851–862. https://doi.org/10.1007/s10209-016-0475-y
Finkel, M., Baur, A., Weber, T. et al. Managing collaborative research data for integrated,
interdisciplinary environmental research. Earth Sci Inform (2020).
https://doi.org/10.1007/s12145-020-00441-0
Friard, O. and M. Gamba (2016). BORIS: a free, versatile open‐source event‐logging software for
video/audio coding and live observations. Methods in Ecology and Evolution, 7: 1325–1330.
https://doi.org/10.1111/2041-210X.12584

Glatard T, RousseauM-É, Camarasu-Pop S, Adalat R, Beck N, Das S, da Silva RF, Khalili-Mahani N,
Korkhov V, Quirion P-O, Rioux P, Olabarriaga SD, Bellec P, Evans AC (2017) Software
architectures to integrate workflow engines in science gateways. Future Generation Computer
Systems 75:239–255. https://doi.org/10.1016/j.future.2017.01.005
Tabak MA, Norouzzadeh MS, Wolfson DW, et al (2018) Machine learning to classify animal
species in camera trap images: Applications in ecology. Methods in Ecology and Evolution 0:
doi: 10.1111/2041-210X.13120

